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Ethical decision making is complex and influenced by a variety of internal and external factors, especially in situations involving
deception. The development of robots that are intentionally designed to behave deceptively would benefit from data illuminating
how and why people make such decisions. Our study examines if and why people find deception acceptable in a small set of
scenarios where a hypothetical person is supposed to learn a task, whether their opinion changes when a robot might behave
deceptively, and how different factors influence the acceptability of deception. We constructed a series of three online surveys
with approximately 100 distinct respondents per survey, which described scenarios in which another human or a robot might
deceive a person. Respondents were asked whether deception was acceptable within the context of the scenarios and to explain
why. Among our results is that the level of risk entailed in the situation and the deceived person’s age are factors that impact
whether people judge deception as acceptable. Our study has implications for human-robot interaction and the development of
ethical robots.
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1 INTRODUCTION

This work seeks to understand how different factors influence an observer’s ethical assessment of whether it is
permissible to allow robots to use deception. This was evaluated through a series of hypothetical scenarios asking
the observer to evaluate the appropriateness of a robot’s deceptive behavior while interacting with a person who
islearning a task. For some time, there have been concerted efforts within computing communities to design robots
that can make ethical decisions [1, 2, 3, 4, 5]. Given the intent to embed robots in various contexts including
healthcare and educational settings, this may necessitate that they have the capacity to make ethical decisions. One
approach to determining how to act ethically involves having robots base their decisions on a model of how humans
make ethical decisions. Yet significant challenges persist with developing a model of ethical decision-making that

mirrors human reasoning processes, and such a model that is suitable for implementation in a robot is currently



lacking. It is not even clear to what degree, if any, people apply ethical theories when faced with a decision. In light
of the associated challenges, we sought to collect data on how and why humans evaluate the ethical appropriateness
of using deception within the context of a few specific, well-defined scenarios in order to inform future ethical
architectures for robots. Our work focuses on prosocial deception for the ultimate benefit of the human interactant.

Our work leverages three scenarios as a starting point towards creating a better understanding of when the
use of deception by a robot is viewed by an observer as ethical. The first scenario involved care for older adults. It
focuses on the task of training an older adult to sort their own pills and, as such, has important implications for their
well-being [6, 7]. Sorting one’s own pills increases autonomy and is a common, and vitally important, motor exercise
for patients with Parkinson’s disease for example. But learning to sort pills can be a frustrating exercise, especially
for those with cognitive impairments. Patients may also refuse to undertake skill-improvement training because of
their embarrassment if they struggle. Thus, it raises questions about whether the task’s instructor can use
deception, by providing false encouragement, when a patient’s sorting performance is poor. For the instructor,
whether human or robot, the choice in this scenario is whether, and how much, deception is appropriate to use in
order to encourage patients to persist with their training.

Part of the scope of our work is to evaluate whether the age of the person deceived impacts perceptions about
the appropriateness of deception. However, because it is not reasonable, nor common practice, to ask young
children to sort their own medication, a narrative was developed describing a situation in which a child is being
encouraged to jump into a pool to learn to swim. In this scenario, deception is used to encourage the child to jump
into the deep end of a swimming pool as part of an effort to teach the child to swim. Deception here is in the form
of statements of encouragement by the swim teacher to jump. The teacher states they will catch the child when they
do not actually intend to do so. Admittedly, the “sink or swim” lesson scenario and the pill-sorting scenario are not
exactly analogous. For example, deception in the pill sorting scenario is ongoing (e.g., the instructor might lie
multiple times) and might go undetected whereas in the swimming scenario the deception only happens once, and
the child will recognize that the deception has occurred. Nevertheless, both scenarios represent high-risk situations
where failure to learn the relevant task could result in serious physical harm.

The final far less risky scenario investigates the potential use of deception while playing a board game, Connect
4, with a child or an older adult. This scenario considers whether an adult playing a game with a child or older adult
should intentionally allow the other player to win, or even let the other player cheat to win in order to encourage
them to persist with learning the game. In this case, subtle deception, such as disguising intentionally made poor
moves as mistakes, may be employed to improve the other player’s chances of winning the game. Like the pill
sorting task, the use of deception may serve as a response to the other player’s evolving sense of frustration and, to
a lesser degree, age. Arguably, it may be appropriate in some circumstances for the adult to “throw the game” to
keep the other player engaged with the task. Adults typically justify such actions as a way to increase the other
player’s enjoyment in game playing, their overall happiness, or to avoid generating frustration.

Our design and use of these scenario is intended to elucidate whether factors, such as the age, emotional state
of the person being deceived, or the risk to the subject associated with the deception, influence ethical decision
making by people and their sense of what someone or an intelligent machine should do in these situations. Using a
series of surveys, we collected people’s opinions and rationale with respect to both what a person or a robot should
do in these scenarios and why. Hence, this paper contributes an in-depth examination of how people reason about
ethical problems, provides insight regarding how people think a robot should act in such scenarios, and provides a

large and rich dataset capturing how opinions change when the deceiver changes from human to robot. The data



and results presented in this paper should be important for the development of a general-purpose machine ethics
architecture.

The remainder of this paper begins by first presenting the related research and the gap in knowledge that our
work intends to address. Next, a series of hypotheses are described followed by the methods used to collect data in
order to answer these hypotheses. The paper concludes with a discussion of our results and directions for future
work.

2 RELATED WORK

Various methods for developing a machine that can act ethically have been proposed (see [8]). As detailed by
Tolmeijer et al.,, categories of approaches include logical reasoning, probabilistic, learning, optimization, and case-
based reasoning. Most machine ethics frameworks require tangible, operationalizable ethical rules, obligations, or
prohibitions as a basis for guiding decision-making. Moreover, although a number of machine ethics frameworks
have been proposed within the literature, there are currently no domain specific benchmarks for evaluating these
different frameworks. While the work we present here is not specific to the domain of human-robot interaction, we
demonstrate that factors such as the amount of risk a situation presents can strongly influence a person’s opinion
of whether an action by a robot is ethical or not. Understanding the role these factors play may allow researchers
to move beyond fragile rules and begin to characterize the ethically relevant features of a given context prior to
ethical decision making.

Generally speaking, empirical studies suggest that people are averse to having robots make ethical decisions
when it may impact the well-being of humans [9]. This may be because machines are commonly viewed as having
less agency (the capacity to act and do) than adult humans [10, 11, 12]. In addition, a lack of familiarity with robots
generally and how their decision-making process works may be contributing factors. Some scholars argue that
robots need the ability to act and adapt autonomously [13] and to communicate effectively [14] in order to make
ethical decisions. Our results do not directly address questions of agency and open response comments by survey
respondents do not directly or indirectly indicate that the robot’s agency influence their responses. Hence our work
suggests that agency alone does not shape the limits people place on the ethical decisions a robot should be allow
to make.

Designing robots to have the capacity to deceive raises many ethical issues. Depending on the circumstance, a
robot acting deceptively while interacting with people may violate notions of respect for persons. On the other hand,
deception may be used by the robot for the eventual betterment of the deceived, such can be the case when a patient
receives false praise while learning a pill-sorting task. Shim and Arkin categorize situations where deception by a
robot may be appropriate and/or warranted [15]. Sharkey and Sharkey [16], on the other hand, argue that
deception by a robot is never acceptable. They raise concerns about the impact of robots not only on those directly
deceived but on society as a whole. Danaher [17], on the other hand, attempts to conceptualize a set of heuristics
for delineating whether a robot should be allowed to deceive. Matthias [18] takes a more nuanced stance and
develops guidelines for deception by robots that are specific to a single domain—healthcare. Domain, role or even
situation specific considerations of the acceptability of robot deception seem reasonable although likely to generate
varied opinions. Others have argued that the method or pattern of behavior used to deceive may be an important
determiner of whether the deception is acceptable [19]. Our current study provides depth to this debate by
investigating the conditions under which, if any, people find deception by a robot acceptable.



Research on deception in robotics not only has investigated theoretical implications but also provides empirical
evidence of its effects. For example, Vodrahalli [20] found that an agent showing deceptive and inflated confidence
when giving recommendations can lead to better results when working in teams with humans compared to a
truthful display of confidence. Similarly, Brewer [21] demonstrated that a deceptive rehabilitation system,
displaying a lower level of effort than what the participant actually gives during exercises, effectively encourages
increased effort and better rehabilitation outcomes. However, in each of these past studies, the participants were
not aware that the system was lying to them as they interacted with it. Although some work has found that the
realization of deception did not influence current and future interactions [22], the majority have shown that being
aware of robot deception causes people to have negative views of the system and to have decreased trust and desire
to interaction with it in the future [23, 24, 25, 26, 27, 28, 29]. Others have shown that having a robot even suggest
that it could lie decreased trust, although participants never actually observed if this was true [30]. These findings
emphasize the complex interplay between robot deception, trust, and user perceptions, highlighting the importance
of further exploration in understanding the ethical dimensions of human-robot interaction.

Our work also provides a body of data capturing people’s ethical decisions and rationale behind those decisions,
where few projects have attempted to collect such data. One project that has sought to collect a large amount of
data on ethical decision-making is the Moral Machine [31]. The Moral Machine is an online experimental platform
which tasks participants with making decisions in variations of the Trolley Problem involving a notional
autonomous vehicle. The participant chooses which route a runaway autonomous vehicle should take and, in doing
so, condemns one group or another group of people to perish at the hands of the vehicle. At the time of writing, the
platform had gathered more than 40 million decisions from millions of people across 233 countries. Trolley
problem style paradigms (e.g. [32, 33]) have, for better or worse, received considerable interest as a method for
exploring ethical decision-making making by autonomous robots. One of our goals is to explore other, less extreme
human-robot interaction scenarios.

3 SCENARIOS AND FACTORS

Our scenarios were developed to investigate high and low-risk situations involving either older adults or children.
Game playing scenarios (detailed in Section 1) were used to depict a low-risk situation involving both older adults
and children. A pill-sorting scenario was intended to capture a high-risk situation for older adults. Because it is not
reasonable, nor common practice, to ask young children to sort their own medication, a narrative was developed to
try to approximate the level of risk from pill-sorting through a situation in which a child is being encouraged to
jump into a pool to learn to swim. Both situations can involve serious physical danger to the learner. Once again,
the key ethical question is whether it is acceptable to use deception to encourage the learner to persist in acquiring
a skill within a high-risk situation (swimming or pill-sorting).

Typically, problems like this are investigated using a 2x2 experimental design where the main effects and
interactions of risk and age would be analyzed for statistically significant differences. Unfortunately, designing
experiments to test ethics-related hypotheses presents unique challenges. Scenarios that pose ethical dilemmas
(e.g. the Trolley Problem [33]) may put people at risk of physical or emotional harm. Thus, they may be unethical
to undertake and are also unlikely to be approved by institutional review boards. It is therefore common in this
field of research to use narrative descriptions of a scenario and self-reports to measure what people think they
would do if facing such a scenario. Although there are obvious limitations to the ecological validity of this approach,
we know of no alternatives that both improve the ecological validity of the study and ensure the safety of the study



participants. For the work we present here, we used three different scenarios: swimming, pill-sorting, and game-
playing. Unfortunately, the use of different scenarios prevents us from directly comparing and drawing conclusions
related to these main effects. Even if we could state, for example, that our participants find deception more
acceptable in our low-risk than high-risk scenarios, trivial characteristics of the description of the scenarios
themselves, unrelated to risk, could be influencing their assessment. For example, the fact that both low-risk
scenarios include the word ‘game’ and the high-risk scenarios do not include this word, could be a confound that
explains the difference participant assessment between these scenarios. Hence, we want to avoid leaving the
impression that our experiments generated findings about actual human behavior that they cannot produce.
Accepting these methodological limitations, we can nevertheless hypothesize about trends within the data with the
caveat that the discussion of results is limited to the hypothetical scenarios and descriptions we used.

3.1 Hypotheses

We preregistered five hypotheses for this portion of our work on the Open Science Framework (see
https://osf.io/c943r/). The information and results reported here are part of a larger project, and the hypotheses
mentioned below are informed by results from previous pilot surveys describing similar scenarios. The hypotheses
address factors, such as risk, age, frustration levels, and ability levels, which might influence the ethical decision-

making process. The list of hypotheses and background explanations for each are presented below.

Hypothesis 1: Most participants will oppose deception in the hypothetical high-risk scenarios. In
scenarios that involve a high-risk to safety or health risk to a human, most survey participants will oppose deception
by the robot. Participants were presented with the high-risk scenarios involving pill sorting with a 70-year-old adult
and swim lessons for a child.

Hypothesis 2: Most participants will accept moderate use of deception (in terms of frequency of use) in
the hypothetical low-risk scenarios. In the low-risk scenarios, participants find occasional use of deception
acceptable. Occasional use of deception in the low-risk game play scenario means that the adult or robot does not
always select weak moves that allow the other player to win or cheat. Occasional use of deception here is typically
justified as a temporary measure to improve the other player’s emotional state.

Hypothesis 3: Deception is more acceptable when interacting with older adults than with children in the
hypothetical high-risk situations when the individual is frustrated. In our high-risk scenarios, if the individual
is described as being frustrated, then deception will be deemed as more acceptable when the individual is an older
adult compared to when the individual is a child.

Hypothesis 4: For a calm individual achieving high performance in the hypothetical high-risk scenario,
participants will be more willing to allow deception when the individual is a child compared to an older
adult. If the individual is described as being calm and doing well during a high-risk task, then more participants
will find deception acceptable when directed towards a child in the swimming scenario versus the older adult in
the pill-sorting scenario.

Hypothesis 5: In low-risk scenarios, the age of the hypothetical individual will not influence the
participant's willingness to use or allow deception. The intuition here is that in low-risk situations deception is
deemed as generally more allowable regardless of age.



Figure 1: Scenes from the videos depicting human robot interactions. An older adult becomes frustrated while being
trained to sort his pills (top-left). An older adult becomes frustrated while playing Connect 4 (top-right). An older
adult is calm while playing Connect4 with a robot (bottom-left). A calm child plays Connect 4 against the robot
(bottom-right).

4 METHODS

We developed a series of three online surveys (circa 2022-2023) to collect data to address the hypotheses. The first
survey asked participants about scenarios involving human-human ethical decision-making using text descriptions
of the scenarios. Each participant considered all four scenarios (high-risk, older adult (pill-sorting); high-risk child
(swimming); low-risk, older adult (game playing); low-risk, child (game playing)) and the order of scenarios was
randomized. This survey served as a baseline for evaluating the impact of the robot being the deceiver. The second
survey asked participants about human-robot interactions again using text descriptions of the scenarios. The third
survey used text descriptions accompanied by videos of interactions between a human and a robot (Figure 1) in
the scenarios with the exception that no video was created to supplement the text description of the swim lesson.
In this case, we hoped to measure any difference seeing the person that was the target of the deception and seeing
the robot had on the acceptability of the use of deception. No video was created/ for the swim lesson because we
did not want to place a child in a high-risk situation and staging such a scenario did not seem possible.

Each survey included variations of the main scenarios, asking survey participants how they would act in the
different scenarios. Three types of questions were asked in each scenario: a set of yes/no questions related to how
one should act in the scenario, a 5-option Likert response format question capturing the respondent’s confidence
in their yes/no answer, and an open text question allowing respondents to explain their reasoning. The yes/no



survey questions are presented in Appendix 1. Each survey included 30 questions related to the scenarios, an
attention check question and 5 additional demographic questions. The human/human survey took on average 14
minutes to complete, the human/robot with no videos took 15 minutes to complete, and the human/robot with
videos took 31 minutes to complete.

All survey data was collected online using Amazon Mechanical Turk (MTurk), along with CloudResearch’s MTurk
Toolkit for participant vetting. Participants were pooled from a group of over 50,000 people in the United States
who have been screened by CloudResearch for demonstrating attention and engagement in online surveys. Each
survey was sent to 100 participants, with a total of 300 participants surveyed. A subset of survey submissions was
excluded due to incomplete responses or failure to follow the directions. Only participants whose open-ended
explanations addressed the given scenarios and questions were included in the data. The first survey
(human/human scenarios with text) was posted on January 31, 2023, with 86 submissions accepted (14 excluded).
The second survey (human/robot scenarios with text) was posted on February 19, 2023, with 82 submissions
accepted (18 excluded). The third survey (human/robot scenarios with video) was posted on February 27, 2023,
with 78 submissions accepted (22 excluded). Participants were paid $2.00 each for completing the survey. Potential

respondents were disallowed from completing the survey more than once.

Table 1. Demographics of the Different Surveys

Study 1: Human/human Study 2: Human/robot text Study 3: Human/robot with
text only (n=86) only (n=82) videos (n=78)
Gender 66% Male 59% Male 53% Male
Race 80% White, 9% identified as 78% identified as White, 7% 79% identified as White, 15%
Black, 8% as Asian, and 3% as identified as Black, 6% as identified as Black, and 6% as
other ethnicities Asian, and 6% as other multiracial
ethnicities
Education 48% completed an 44% completed an 46% completed an
undergraduate degree, 25% undergraduate degree, 35% undergraduate degree, 29%
completed less than a college had completed less than a had completed less than a
undergraduate degree, 14% college undergraduate degree, | college undergraduate degree,
had a master’s degree, 5% 10% had a master’s degree, 18% had a master’s degree,
had a professional degree, 2% and 1% stated other as their 4% had a professional degree,
had a doctorate degree, and highest level of education. and 3% stated other as their
6% stated other as their highest level of education
highest level of education
Age 41.2 (SD=11.6) 40.9 (SD=12.0) 39.4 (SD=12.5)

The demographics across the three surveys were comparable (Table 1). The subject population consisted of
slightly more males than females, had an average age around 40 years old, was majority white and around 46% had

an undergraduate degree.



4.1 Tests of Significance

We used various statistical tests to evaluate the different hypotheses. For Hypothesis 1, we used a binomial test to
assess the degree to which participants oppose the use of deception in high-risk scenarios. The statistical test for
this hypothesis tells us whether our results deviate significantly from randomly selecting a response. We also use a
binomial test to evaluate Hypothesis 2. In this case the statistical test tells us whether people accepted the
moderate use of deception at a significantly greater rate than random. For the purposes of these two hypotheses,
since we did not consider the emotional states and the performance levels of the individuals described in the

scenarios, we combined these responses from different circumstances/situations.

For Hypothesis 3 and Hypothesis 4, since the data are paired and nominal, we used a McNemar test to
determine whether there is a statistical difference on participants' responses to the use of deception between an
older adult versus a child in the high-risk scenario under two different circumstances. In Hypothesis 3, both targets
of deception were frustrated. However, in Hypothesis 4, both individuals were calm and achieved high
performance in their tasks. For Hypothesis 5, we also applied a McNemar test [34] to check whether there was a

statistical difference between an older adult and a child in the low-risk scenario.

We also applied Cohen’s g [35] to measure the effect sizes and the Bonferroni test. Since responses about high-
risk scenarios are used in 3 hypothesis tests (Hypothesis 1, 3 and 4), the adjusted significance level p=a / n =
0.05/3 = 0.017. Since responses about low-risk scenarios are used in 2 hypothesis tests (Hypothesis 2 and 5), the
adjusted significance level p=a / n=0.05/2 = 0.025.

4.2 Method for Open Text Response Analysis

Participants were asked the following open text response question for each scenario in all three surveys: “Briefly
explain why you think your recommendations are the correct course of action”. The open response question was
presented after the Yes/No and Likert questions associated with the scenario (see Appendix 1 for the latter sets of
questions). The intent of this open response question was to allow participants to explain their reasoning for the
choices made in each scenario. Rejection rates ranged between 8% and 34% of responses depending on the
scenario. Table 2 displays the rejection rates for each scenario across all surveys. Only participants whose open-
ended explanations addressed the given scenarios and questions were included in the dataset.

For thematic analysis, each open text response was codified into a hierarchy of categories based on a “ground-
up” discovery method. The first step in the codification process was to do a basic inspection of all responses for all
scenarios in all surveys. After observing the types of responses, the following dimensions were established: 1)
Emotion (the emotional state of the target of the deception), 2) Frequency (how often deception is allowed), and 3)
Reason (why deception is allowed or not allowed). In addition to the defined dimensions, top-level arguments were

identified for all scenarios, as shown in Table 3.

Table 2: Open text response rejection rates for each scenario.

Survey Scenario Open Text Response
Rejection Rates

Survey One

Human/Human - Text Connect 4 - Young adult deceiving 70-year-old 20.0%
Human/Human - Text Connect 4 - Adult deceiving child 15.3%
Human/Human - Text Pill Sorting 21.2%



Human/Human - Text Swimming 20.0%

Survey Two

Human/Robot - Text Connect 4 - Robot deceiving 70-year-old 8.5%
Human/Robot - Text Connect 4 - Robot deceiving child 8.5%
Human/Robot - Text Pill Sorting 12.2%
Human/Robot - Text Swimming 9.8%

Survey Three

Human/Robot - Video Connect 4 - Robot deceiving 70-year-old 27.3%
Human/Robot - Video Connect 4 - Robot deceiving child 31.2%
Human/Robot - Video Pill Sorting 33.8%
Human/Robot - Video Swimming 31.2%

With the dimensions and top-level arguments in place, the sets of responses for each scenario were then divided
into groups of 10 responses. For the first processed group, each response was categorized by an analyst according
to the top-level argument and dimensions framework, with dimension values added from the data. For example, if
aresponse mentioned “cheating is wrong” as a reason for always opposing deception, this was added as a value to
the Reason dimension under the “Nothing Goes” top-level argument for that scenario. For the second processed
group, the responses were categorized based on the dimension values extracted from the first group, with new
unseen dimension values added to the framework. This process continued iteratively for the remaining groups,

resulting in a comprehensive categorization framework after all responses were processed for each scenario.

Table 3: Top-level arguments for each scenario category

Connect 4 - Young Adult / Connect 4 - Young Adult / Pill Sorting Swimming
Robot Deceiving 70-Year- Robot Deceiving Child
old
Anything Goes - playing Anything Goes - playing Anything Goes - Anything Goes -
badly or breaking rules is badly or breaking rules is encouragement should be encouragement should be
allowed allowed done with false info done with false info
Nothing Goes - playing Nothing Goes - playing badly  Nothing Goes - Nothing Goes -
badly or breaking rules not or breaking rules not allowed  encouragement should encouragement should not
allowed not be done with false be done with false info.
info.
Conditional - playing badly Conditional - playing badly Conditional - Conditional -
allowed, breaking rules not allowed, breaking rules not encouragement should be encouragement should be
allowed allowed done with false info only done with false info only
under certain conditions. under certain conditions.

After all responses were categorized, a second analyst who was not familiar with the data provided a secondary
point of view over the categorization. The second analyst independently processed all responses, following the
comprehensive categorization framework established by the first analyst. Approximately 25% of responses were
categorized differently by the analysts, and those differences were resolved through discussions between the



analysts. The resulting set represented the agreed-upon categorization between both analysts for each comment.
The categorization frameworks for each scenario are presented in Appendix 2.

5 RESULTS AND ANALYSIS

This section presents the result of our analysis of the survey questions based on each of the five hypotheses
considered. The following subsections include the results from tests of statistical significance for each hypothesis,
along with supporting results from the qualitative categorization analysis over the open-ended text responses. The
data can be accessed on the Open Science Framework (see https://osf.io/c943r/).

5.1 Hypothesis 1

The majority of participants will oppose deception in the presented high-risk scenarios involving pill sorting or swim

lessons.
Table 4: Binomial Test for Hypothesis 1
Survey Scenario Accept Oppose P-value Effect Size
Deception | Deception
Human / Pill sorting for an older 147 466 p=0 g=0.26
Human - Text adult (23.98%) (76.02%) (significant) (large)
(n=86) Child jumping into pool 97 243 p=0 g=0.21
(28.53%) (71.47%) (significant) (medium)
Human / Robot | Pill sorting for an older 81 492 p=0 g=0.36
- Text adult (14.14%) (85.86%) (significant) (large)
(n=82) Child jumping into pool 60 268 p=0 g=0.32
(18.29%) (81.71%) (significant) (large)
Human / Robot | Pill sorting for an older 125 419 p=0 g=0.27
- Video adult (22.98%) (77.02%) (significant) (large)
(n=78) Child jumping into pool 103 209 p=0 g=0.17
(text only) (33.01%) (66.99%) (significant) (medium)

The binomial test for Hypothesis 1 shows a significant difference (Table 4) in participants’ opinions across all
three surveys on whether to accept or oppose the use of deception in high-risk scenarios. Therefore, the results
support the hypothesis that the majority of participants oppose deception in the presented high-risk scenarios in both
human/human and human/robot interactions. Moreover, the effect size for each case is either large or medium.

Table 5 categorizes the reasoning behind the participants’ opposition to the use of deception in high-risk
scenarios. The percentages are with respect to the total number of responses in the Nothing Goes argument. In the
human/human survey, the most often cited reason for opposing deception in the pill sorting scenario was the idea
that mistakes in pill sorting can lead to harm or death. Hence, the opposition to deception when pill sorting is
associated with a near-term health risk. For the swimming scenario, the most common reason for opposing
deception was that it could traumatize the child and lead the child to distrust adults. This suggests a different type
of reason when compared to the pill sorting scenario, since here deception is associated with long-term
psychological harm.

The open text responses for the human/robot surveys offer similar reasons for the pill sorting scenario, but
slightly different reasons for the swimming scenario. The top reason for opposing deception for pill sorting on both
surveys was also the notion that mistakes in the activity can cause harm, even including death. For the swimming
scenario, the top reasons on both text- and video-based surveys also pointed to the safety and fatality risk, in
addition to the erosion of trust by the child.

10



Table 5: Nothing Goes reasonings for Pill Sorting and Swimming across surveys.

Survey

Pill Sorting

Swimming

Human / Human -
Text (n = 86)

Human / Robot - Text
(n=82)

Human / Robot -
Video (n =78)

This is a risky task and deception can
cause fatal consequences, including
death (48.1%)

Deception can cause confusion and harm
the older adult’s confidence and trust
(24.1%)

Lying is wrong and the truth should be
told (24.1%)

This is a risky task and deception can
cause fatal consequences, including
death (60.7%)

Robot needs to always tell the truth
(37.7%)

Deception is not useful or reasonable in
this case (16.4%)

Deception can instill confusion or false
confidence in the older adult (13.1%)
Deception can erode the trust between
the older adult and robots in general
(4.9%)

This is a risky task and deception can
cause fatal consequences, including
death (65.2%)

Older adult will not learn the task if lied
to (23.9%)

Deception is not necessary or helpful in
the scenario (8.7%)

It confuses the older adult (6.5%)
Robots should never lie to humans
(4.3%)

11

Itis a cruel method and can terrorize
the child and cause long-lasting
trauma (37.5%)

It can lead the child to distrust adults
(37.5%)

Lying is wrong and should be avoided
(31.3%)

Deception can cause fatal consequences,
including death (8.3%)

Safety and risk reduction is the highest
priority (8.3%)

It can lead the child to distrust robots
or teacher figures (33.3%)

This is a risky task and deception can
cause fatal consequences, including
death (31.6%)

Lying is wrong and robot needs to
always tell the truth (31.6%)

Itis a cruel method and can terrorize the
child and cause long-lasting trauma
(14%)

Deception is not useful or reasonable in
this case (7%)

This is a risky and dangerous task
and deception can cause fatal
consequences, including death
(39.5%)

It can lead the child to distrust robots or
teacher figures (30.2%)

Robots should not lie to humans
(11.6%)

It can be a traumatic experience for the
child (9.3%)

Deception is not necessary or helpful in
the scenario (2.3%)



5.2 Hypothesis 2

The majority of participants will accept moderate use of deception (in terms of frequency of use) in the presented low-

risk scenario of playing a boardgame.

Table 6: Binomial Test for Hypothesis 2

Survey Scenario Accept Oppose P-value Effect Size
Deception | Deception
human / human | Game play with an older 157 97 p=0.0001 g=0.12
with text adult (61.81%) (38.19%) (significant) (small)
Game play with a child 182 73 p=0 g=0.21
(71.37%) (28.63%) (significant) (medium)
human / robot | Game play with an older 148 98 p =0.0008 g=0.10
with text adult (60.16%) (39.84%) (significant) (small)
Game play with a child 125 121 p=0.4242
(50.81%) (49.19%) (not significant)
human / robot | Game play with an older 122 112 p=0.2782
with video adult (52.14%) (47.86%) (not significant)
Game play with a child 119 115 p=0.4223
(50.85%) (49.15%) (not significant)

With respect to Hypothesis 2 we found a significant difference in participants’ opinions on whether to accept
or oppose deception in low-risk scenarios in human/human interactions but not in human/robot interactions
(Table 6). Here, human-human deception was found to be significantly more acceptable. Deception by a robot was
not significantly more acceptable when the subject witnessed a video of the interaction. Finally, when this scenario
was presented to the study participant in text, deception by a robot was more acceptable when the target of the
deception is an older adult playing the game, but not when the target was a child.

Table 7 and Table 8 show the breakdown of reasons for these scenarios. For the human/human survey, in both
game playing scenarios the justification for accepting deception is that it promotes an enjoyable and positive
experience for the other player. The top reason for accepting deception when playing with a 70-year-old is that the
activity does not carry serious consequences for the adult. For a child, the top reason is that deception boosts
confidence, promotes an enjoyable experience and allows the child to have fun.

On the human/robot surveys, the top justification for accepting deception is that it promotes an enjoyable
experience. While playing the game with a 70-year-old, the top reason on both surveys for accepting deception is
that it allows the older player to be happy and to be engaged. While playing against a child, the top reason for
accepting deception is that it allows the child to have fun and feel engaged in the text-based survey, and that the
stakes are low, and the robot should adjust itself to the style of the player in the video-based survey. The
justifications, however, follow diverse themes. For playing the game with a 70-year-old, the reasons include the
need to play fairly, as well as the idea that deception is patronizing and insults the older player. When playing the
game with a child, the top reasons for opposing deception are related to the long-term effects, such as the notion
that the child will not learn how to play if allowed to win unfairly, the child needs to learn how to lose and be a good

sport, and letting the child win could be detrimental to their future character.
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Table 7: Anything Goes reasons for the game play scenarios across surveys

Survey Connect 4 - Young Adult / Robot Deceiving 70- Connect 4 - Young Adult / Robot Deceiving Child
Year-Old
Human / - Itis just a game with no serious - Allows the child to have fun, feel engaged and
Human - consequences (40.7%) build confidence (52.9%)
Text - Allows the older adult to have fun and feel - Itis just a game with no serious consequences
(n=86) engaged or entertained (33.3%) (23.5%)
Human / - Allows the older adult to have fun and feel - Allows the child to have fun, feel engaged and
Robot - engaged or entertained (62.5%) build confidence (38.5%)
Text - Itis just a game with no serious consequences - Itis just a game with no serious consequences
(n=82) (40.6%) (23.1%)
- Robot should adjust itself to the style of the
human player (6.3%)
Human / - Allows the older adult to have fun and feel - Itis just a game with no serious consequences
Robot - engaged or entertained (50.0%) (37.5%)
Video - Itis just a game with no serious consequences - Robot should adjust itself to the style of the
(n=78) (21.4%) human player (37.5%)
- Robot should adjust itself to the style of the - Allows the child to have fun, feel engaged and build
human player (14.3%) confidence (25.0%)
Table 8: Nothing Goes reasons for the game playing scenarios across surveys
Survey Connect 4 - Young Adult / Robot Deceiving 70- Connect 4 - Young Adult / Robot Deceiving Child
Year-Old
Human / It is insulting and patronizing to the older - Allowing the child to win can be detrimental to
Human - player (21.1%) their future character (46.7%)
Text There is no reason to let an adult win a game - Child needs to learn to lose gracefully and be a good
(n=186) (21.1%) sport (40.0%)
Game should be played fairly and according to - Child will not learn how to play if allowed to win
the rules (21.1%) (40.0%)
It is giving false hope to the older player (15.8%) - Game should always be played fairly and according to
The older adult should already know how to lose the rules (13.3%)
and be a good sport (15.8%)
It can make the older adult’s mental decline worse
(10.5%)
Human / Older player should always try their best to - Child will not learn how to play if allowed to win
Robot - win without aid from the robot (35.3%) (34.5%)
Text Letting the older adult win does not serve any - Child needs to learn to lose gracefully and be a good
(n=82) purpose (23.5%) sport (31.0%)

It is insulting and patronizing to the older player
(17.6%)

Rules provide structure and fair gameplay for
human and robot, and should always be followed
(11.8%)
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Game should be played fairly and according to the
rules (17.2%)

Child should not learn that cheating to win is okay
(13.8%)

Allowing the child to win can be detrimental to their
future character (3.4%)



Human /
Robot -
Video
(n=178)

Players should follow the rules and promote -

fair play, and cheating is not acceptable
behavior (71.4%)
Letting the older adult win does not serve any

purpose and does not allow the older adult to -
improve in the game (14.3%)

It is not right to let the opponent win the game

(3.6%)

It is insulting and patronizing to the older player

(3.6%)

5.3 Hypothesis 3

Child will not learn how to play fairly if allowed to
win (50.0%)
Child should not learn that cheating to win is okay
(43.8%)
Allowing the child to win can be detrimental to their

future character, and needs to learn to lose gracefully
and be a good sport (37.5%)
Game should be played fairly and according to the
rules (12.5%)

Participants will be more willing to allow deception of older adults than children in the presented high-risk scenarios

when both are frustrated.

Table 9: McNemar Test for Hypothesis 3

Accepts Accepts Accepts Reject
Performanc deception for | deception for deception for | deception for
Survey e level both children children but older adults both children P-value
and older rejects for but rejects for and older

adults older adults children adults
human/hum High 9 (10.47%) 15 (17.44%) 15 (17.44%) 46 (53.49%) p=1.0000
an with text | performance (not sign.)
Poor 6 (6.98%) 7 (8.14%) 9 (10.47%) 63 (73.26%) p=0.8036
performance (not sign.)
human/robo High 4 (4.82%) 8 (9.63%) 15 (18.07%) 54 (65.06%) p=0.2100
t with text performance (not sign.)
Poor 2 (2.41%) 7 (8.43%) 8 (9.64%) 65 (78.31%) p=1.0000
performance (not sign.)
human/robo High 19 (24.05%) 5 (6.33%) 13 (16.46%) 41 (51.90%) p=0.0963
twith video | performance (not sign.)
Poor 17 (21.52%) 3 (3.80%) 10 (12.66%) 47 (59.49%) p =0.0922
performance (not sign.)

The McNemar Test failed to find any significant difference in participants’ opinions on allowing deception of

older adults versus children in high-risk tasks when both marks are frustrated (Table 9). Therefore, our data from

the three surveys fail to support Hypothesis 3.

Based on the open text responses for all three surveys, levels of ability or frustration are not consistently present

in reasoning for accepting or opposing deception in high-risk scenarios. Table 10 shows the count of mentions of

emotional state of the target of deception in the pill sorting scenarios across the surveys in the open-text responses.

The percentage values represent the ratio of the counts over the total number of records in each survey. The values

displayed show that emotional state is not frequently mentioned in the open-text responses.

14




Table 10: Mentions of emotional state for pill sorting and swimming scenarios across surveys

Survey Pill Sorting Swimming
Human/Human - Text - Calm: 1 (1.2%) - Calm: 10 (11.8%)
- Frustrated: 0 (0%) - Frustrated: 1 (1.2%)
Human/Robot - Text - Calm: 0 (0%) - Calm:5 (6.1%)
- Frustrated: 0 (0%) - Frustrated: 0 (0%)

- Calm: 3 (3.9%)
- Frustrated: 2 (2.6%)

- Calm: 0 (0%)
- Frustrated: 0 (0%)

Human/Robot - Video

5.4 Hypothesis 4
Participants will be more willing to allow deception of a child versus an older adult in the presented high-risk scenarios
when both are calm and achieve high performance on the task.

Table 11: McNemar Test for Hypothesis 4

Accept Accept Accept delf:e]: t‘;:)n
deception for | deception for | deception for for both Effect
Survey both children | children but older adults children P-value Size
and older reject for but reject for and older
adults older adults children adults
human/human 16 (18.60%) 26 (30.23%) 7 (8.14%) 36 (41.86%)
with text
human/robot 8 (9.64%) 24 (28.92%) 5 (6.02%) 45 (54.22%)
with text
human/robot 16 (20.25%) 18 (22.78%) 3 (3.80%) 41 (51.90%)
with video

The McNemar test shows significant differences (Table 11) in all three surveys regarding participants’

willingness to allow deception in high-risk tasks under the circumstance the hypothetical individual is calm and

achieves high performance in the task. These results support Hypothesis 4.

5.5 Hypothesis 5
In the presented low-risk scenarios, the age of the hypothetical individual will not influence the participant's

willingness to use or allow deception.

Table 12: McNemar Test for Hypothesis 5

Survey Circumstance Accept Accept Accept Reject P-value
deception deception deception deception
for both for for older for both
children children adults but | children and
and older but reject reject for older adults
adults children
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for older

adults
human / High performance 46 (53.49%) 13 7 (8.14%) 19 (22.09%) | p=0.8036
human with and calm (15.12%) (not sign.)
text High performance 45 (52.32%) 14 7 (8.14%) 19 (22.09%) | p=0.6949
and emotional (16.28%) (not sign.)
Poor performance 47 (54.65%) 16 5 (5.81%) 16(18.6%)
and emotional (18.60%)
human / robot High performance 29 (34.94%) | 9(10.84%) 13 31(37.35%) | p=0.5234
with text and calm (15.66%) (not sign.)
High performance 34 (40.96%) 5 (6.02%) 18 25(30.12%)
and emotional (21.69%)
Poor performance 39 (46.99%) | 9(10.84%) 15 19 (22.89%) | p=0.3075
and emotional (18.07%) (not sign.)
human / robot High performance 25 (31.65%) 12 9(11.39%) | 32(40.51%) | p=0.6636
with video and calm (15.19%) (not sign.)
High performance 30 (37.98%) 5 (6.33%) 12 31(39.24%) | p=0.1434
and emotional (15.19%) (not sign.)
Poor performance 37 (46.84%) 10 9(11.39%) | 22(27.85%) | p=1.0000
and emotional (12.66%) (not sign.)

The McNemar test failed to find any significant difference in participants’ willingness to deceive a child when

compared to an older adult under almost all circumstances (Table 12). Therefore, the results align with Hypothesis

5 given its stipulation that no such difference would be detected. Looking at Table 7, the reasons for allowing

deception in the low-risk scenarios are similar across the child and older adult scenarios, supporting the hypothesis

that age does not significantly affect the respondents’ views on deception in this circumstance.

5.6 Human-Human Text versus Human-Robot Text versus Human-Robot Video

This section considers the impact of the survey topic (human-human versus human-robot) and format (text versus

video) on the participant’s acceptance or opposition to the use of deception. We found no difference in the

acceptance of deception when comparing results for human-human versus human-robot text surveys (see Figure

2). There was also no difference in the high-risk scenarios when comparing video to text surveys. Yet, a higher

percentage of participants reject the use of deception by the robot in the low-risk scenarios in the human-robot

interaction with videos survey (37% HHI versus 37% HRI w/o video versus 62% HRI w/ video).
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Figure 2. Comparison of different survey types for the different scenarios.

6 DISCUSSION

The results from our studies support Hypotheses 1, 4, and 5. Specifically, our data shows that participants were
generally opposed to the use of deception by another person or robot in the high-risk scenarios. As predicted, we
also found that participants are more willing to deceive a child than an older adult in high-risk situations when the
person being deceived is calm and, in low-risk situations, there is no significant difference in perceptions about the
acceptable use of deception. In contrast to our Hypothesis 3, we did not find that participants were more willing to
allow deception of older adults than children in high-risk situations when both are frustrated. Our results partially
support Hypothesis 2, that occasional use of deception in low-risk situations is acceptable. Interestingly,
participants indicated that deception of older adults was acceptable when a text description was used but deception
in the same situation was not found to be acceptable after viewing videos depicting an older adult playing a game
with a robot. This could be a spurious result, or it could indicate that, in this case, viewing an older adult playing a
game with a robot changes one’s opinion of the acceptability of deception.

We are not able to draw specific conclusions regarding the influence of the deceived individual’s emotional state
or task performance on the acceptability of deception. These factors may not be perceived as important
determinates whether the use of deception is acceptable, although further study across more scenarios is needed
to evaluate this finding. On the other hand, we find that age and the level of risk are important factors that do
influence whether deception is deemed to be acceptable. We also note that our findings varied little in terms of
whether the deceiver was another person or a robot if the survey was text only. Although the participants tended

to be more accepting of deception in the low-risk scenarios, their acceptance decreased when the survey included
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a human-robot interaction video. From a methodological perspective, our results suggest that visual depictions of
ethical situations, which accompany text descriptions, may influence participant assessments only in specific
situations. It is currently unclear why videos in these situations influence participants. More importantly, our
results also suggest that, at least with respect to the scenarios we examined, people assess the use of deception by
arobot similarly to the use of deception by another human. The reasons for accepting or opposing deception varied
across age and risk.

7 CONCLUSION

The results reported here are derived from a collection of three online surveys of American adults and their views
on the circumstances within which deception might be appropriate. Our first survey focused on ethical decision-
making in a series of human-human interaction scenarios with the rationale that this could provide a foundation
for informing how to program a robot to behave in similar circumstances. To evaluate whether people’s ethical
perceptions from human-human interaction carry over to human-robot interaction, we administered the two
additional surveys. The results reported here should provide insight on the contexts and factors informing whether
a robot should be allowed to deceive a human being when the intent is to benefit that person. Moreover, the data
collected in this study could be used to inform or possibly evaluate the performance of an ethical decision-making
robot. We are not necessarily claiming that it is ethically appropriate for a robot to deceive a human being.
However, if it is determined that it is justifiable to do so in specific, well-defined circumstances, then such data are
needed to inform the robot’s decision-making architecture. Nonetheless, as human-robot interaction becomes
increasingly common in the future, there is a clear need to ensure that the robot’s decision-making is well-informed
by similar human tendencies.

Nevertheless, this study is not without limitations. The use of Amazon Mechanical Turk workers as study
participants has its critics, including that it may not be representative of a larger or a target population. Still, Amazon
Mechanical Turk workers tend to be more diverse than traditional college undergraduates, which is a population
often recruited for research studies. More generally, our use of surveys may limit the ecological validity of our
results. Also, the high-risk swimming scenario did not precisely match the high-risk pill sorting scenario. Our prior
work has examined pill sorting [7] but we could not devise an intuitive and reasonably plausible pill sorting scenario
involving a child. For the third version of the survey, we did not have a video of the swimming scenario because we
chose not to imitate putting a child in a high-risk scenario.

Future work could continue to examine the factors and contexts that should influence a robot’s ethical decision-
making process, especially if it is going to be entrusted with the care of a human being. The level of familiarity that
arobot and a person have with one another, for example, may be a relevant factor informing ethical decision-making
but one that was not explored here.
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