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Abstract—The paper describes a method for characterizing
and deriving the legal and ethical readiness of an autonomous
weapon system with the intent of providing an ability to reduce
civiian harm when they are deployed. International
Humanitarian Law and relevant normative ethical reasoning
capabilities serve as the basis for providing a case towards
achieving that end. Some of the research examples referenced in
this paper were developed with funding from the Defense
Advanced Research Projects Agency and earlier research from the
Army Research Office [1].
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I. INTRODUCTION

Autonomous Weapon Systems (AWS) [1] pose new and
controversial challenges to International Humanitarian Law
(IHL) [2] and normative ethics [3], a branch of moral
philosophy, that is concerned with the criteria of what is
morally right and wrong. As these systems become
commonplace, it is crucial that guardrails be developed to
ensure that they are used in a manner consistent with both of
these requirements. This research “aims to develop
benchmarks to objectively and quantitatively measure the
ethical difficulty of future autonomy use cases and readiness
of autonomous systems to perform in those use cases within
the context of military operational values” [4]. Military
Operational Values (MOVs) here represent compliance with
International Humanitarian Law and normative ethical values
and Commander’s Intent.

II. LEGALITY VERSUS NORMATIVE ETHICS

There are multiple ethical frameworks [5,6] for conducting
normative ethical evaluations dating back to ancient Greece. For
our work the most relevant frameworks include deontology
(rights-based), consequentialism (outcome-based), virtue ethics
(character-based) and social justice to name a few. The
framework considered appropriate in a particular situation is
often shaped by cultural considerations, changing times, and
other factors.

Warfare, however, has been one area where codified
international law has evolved since the first Geneva Convention
in 1864 [7], with earlier examples dating back to 990 in the
Angiers Synod [8]. Modern warfare law is based largely on
western Just War Theory, dating back 1600 years ago to the time
of St. Augustine [9]. Normative ethics, however, can lead to an
argument that all warfare is unethical and there is no justification
for legal sanctification, an argument commonly used by
pacificists. Nonetheless, the persistence of warfare throughout
human history has inspired the development of the laws that
constitute the 1949 Geneva Convention. These laws have been
largely embraced with 196 states as signatories and with

subsequent protocols ratified by 174, 169 and 79 states
respectively [10]. This broad legal international agreement, as
embodied in International Humanitarian Law, serves as the basis
for the ethical conduct of modern warfare.

But, as we will see, IHL does not address all of the possible
additional normative ethical concerns, which the warfighter (and
hence an autonomous weapon system) could address beyond
these fundamental legal requirements. The specific normative
ethical concerns we address in this paper include the concept of
honor (from virtue ethics), the soldier’s dilemma [11] (difficult
choices where the legal requirement is met, but a decision needs
to be made above and beyond that baseline regarding the use of
lethal force, post ad bellum (after hostilities have ceased),
considerations such as the “hearts and minds” of the population
under attack, and the Principle of Double Intention [12] that
argues for the necessity of intentionally reducing civilian harm
as much as possible during the conduct of a mission, above and
beyond the legal requirement.

Our effort aims to evaluate an AWS in terms of its potential
compliance with THL and relevant normative ethics, and then
translate that into a numeric scoring system (Autonomous
Readiness levels (ARL)) for use by Developmental and
Operational Test and Evaluation (D/OT&E) organizations,
commanders, and operators to deploy the system in an
operational setting with justified confidence that it will be
compliant with pertinent MOVs. Our work intends to provide a
normative ethical evaluation which can be of value to military
decision makers that go above and beyond baseline legal
compliance as a secondary dimension of the ARL
representation.

III. LEGAL REQUIREMENTS FOR AWS

The Laws of War! (LOW), encoded in protocols such as the
Geneva Conventions and Rules of Engagement (ROE),
prescribe what is and what is not acceptable in the battlefield.
The ROE are required to be fully compliant with the laws of war.
To that end, the underlying principles that guide modern military
conflict are [13]:

1. Military Necessity: there must exist a military
advantage to be achieved through the use of force.
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2. Humanity or Unnecessary Suffering: ensuring that
no inhumane methods of warfare are conducted in
terms of weaponry and treatment of civilians.

3. Proportionality: avoidance of the use of an excessive
amount of force that is necessary to achieve the
military objective

4. Discrimination or Distinction: the ability to
distinguish between combatant and non-combatant
including those who are hors de combat (surrendered
or wounded)

These principles are represented as specific prohibitions,
permissions, and obligations in the Laws of War (LOW) which
can be formalized, for instance, using deontic logic [14] for
application in AWS. A more detailed description of the relevant
LOW for AWS can be found in [1].

A. Rules of Engagement

In order to provide more mission and context-sensitive
guidance regarding the use of force in the battlefield, Rules of
Engagement (ROE) are provided in advance of an engagement
[15]. These are developed in coordination with Judge Advocate
General (JAG) military lawyers and are required to be fully
compliant with the LOW. Rules of Engagement are defined as
follows: Directives issued by competent military authority that
delineate the circumstances and limitations under which United
States forces will initiate and/or continue combat engagement
with other forces encountered. [16]. For an AWS to be legal, it
must adhere to both the LOW and ROE. Space limitations
preclude a larger discussion. Additional explanation can be
found in [1].

IV. NORMATIVE ETHICS DESIDERATA FOR LAWS

As defined in the Stanford Encyclopedia of Philosophy:
“Normative ethical theory ... addresses general questions about
which types of actions are morally right or wrong and what kind
of person is morally good and why.” [17]. One source of
normative ethics is the United Nation’s Universal Declaration
of Human Rights [18]. The articles concern themselves with a
range of topics, with several relevant ones for AWS: respect for
human dignity, freedom from discrimination, right to life,
liberty, and security, no torture or degrading treatment, right to
privacy, freedom of movement, and the right to peaceful
assembly.

Particularly relevant to AWS, there are four instances
considered involving normative ethics which add an additional
dimension to our analysis above and beyond the legal
requirements.

1. Honor: Drawing on virtue ethics, there are acts which
develop and maintain esprit de corps and morale during
combat, let alone heroism. Violating principles of honor
or insulting the character of the military, while perhaps
being legal in certain circumstances, do not appeal to a
sense of justice. A choice can be made to engage the enemy

in a different yet more honorable manner or abandon the
attack altogether if it violates the principles of justice.
Thus, it could be viewed as either dishonorable to continue
on the path of the engagement, or more honorable to take
an alternate route.

2. Jus Post bellum — Hearts and Minds: Consideration of the
long-term effects of an action can help prevent significant
problems after the current conflict is over. Killing of
combatants and associated collateral damage, while
conceivably legal, may result in future generations of new
enemy combatants and result in only a short-term tactical
success. Similar consideration could be given to the
destruction of dual use infrastructure and the problems that
would arise for the civilian population after the war is over.

3. Soldier’s dilemma — these are often issues of conscience,
where all choices lead to poor outcomes, for example
dealing with young enemy combatants. While it may be
legal to engage child soldiers if they are exhibiting open
hostility due to the soldier’s inherent right to self-defense,
is an alternate course of action available? It may also apply
to active participation in what is considered an unjust war
(Jus ad Bellum), again an issue of conscience.

4. Principle of Double Intention: This principle [12] has the
necessity of a good being achieved (a military end) the
same as for the principle of Double Effect?, but instead of
simply tolerating civilian harm, it argues for the necessity
of intentionally reducing noncombatant casualties as far as
possible. Thus, the acceptable (good) effect is aimed to be
achieved narrowly, and the agent, aware of the associated
evil effect (noncombatant causalities), aims intentionally
to minimize it, accepting the costs associated with that aim.
This principle is captured by the requirement that “due
care” be taken in addition to legal compliance.

V. AUTONOMY READINESS LEVELS

We are mapping the legal and normative ethical requirements
onto the DOD developed Responsible Artificial Intelligence
(RAI) principles (Fig. 1):
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Figure 1: RAI Principles as applied to AWS [19]

This leads to the development of the Autonomous Readiness
Levels (ARLSs) that are derived quantitatively from an encoded
Ethics Knowledge Graph (EKG), a specific instance of
Assurance Cases as Knowledge Graphs [20,21]. The basic

2 The Principle of Double Effect states “that while the death or injury of
innocents is always wrong, either may be excused if it was not the intended
result of a given act of war” [8]).



structure of a portion of our EKG is shown in Fig. 2. An EKG
begins at the top level by making the claim an AWS acts
Ethically. We cannot prove this directly, so we make additional
claims that the AWS follows the five RAI principles [19]. This
process continues iteratively to decompose each claim into
smaller and smaller claims until we reach a claim that can be
proved directly with observables provided as evidence.

Our initial scoring system considers two dimensions for each
of the five RAIs, with the first component being an integer
representing IHL legal compliance. The second component of
the ARL is an optional letter representing normative ethics

capabilities. For example, for the RAI responsibility, a numeric
value of 0 indicates the proposed use of the AWS is illegal. The
number | serves as baseline for minimal legal compliance (as
defined by a JAG lawyer), with higher numbers showing
increasing percentage improvements over the baseline.
Normative ethics letters will be appended where appropriate to
indicate above and beyond normative ethics capability, e.g., A
for double intention, B for honor enhancement, C for Jus ad
Bellum assurance, and D for context reasoning capabilities for
assistance in difficult choices for the warfighter.
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Figure 2: Example Ethics Knowledge Graph (under development)



VI. STRATEGY FOR TEST AND EVALUATION

A very brief synopsis of the proposed test and evaluation
method appears here. To illustrate this, a specific example of a
use case is illustrated in Figure 3 and described below. A
complete discussion of this instance appears in [1].

Use Case Instance: Air-to-ground attack

Mission: An AWS UAV has been assigned to perform a
mission along a pre-determined flight path, where the UAV
is authorized to engage a variety of targets including musters
of enemy soldiers, small convoys of enemy vehicles, and
enemy tanks should they be encountered. Engagement of
enemy forces, however, may only occur if the targets are
within pre-designated mission-specific kill zones.

Situation: The UAV has now encountered and discriminated
an enemy vehicle convoy within the second designated kill
zone. A short distance to the west and in close proximity to
the convoy lies a regional hospital, while a potentially
heavily populated apartment building is present to the north
and a clearly identifiable lone stationary taxicab is located
directly to the south of the target (Fig. 3). After the convoy
is identified and discriminated, the AWS controller attempts
to engage the enemy units using lethal force.

Beginning with a use case, we will simulate many variants
of the mission (instance) and assess both the legal and ethical
compliance of the AWS under test. We call these variants

realizations. Our final ARL values are determined as a function
of three components shown in Figure 4: the Ethical Difficulty of
the use case, the Ethical Capability of the AWS, and the Ethical
Activity of the AWS. Here, by use case we mean an abstract
parameterized description of the mission that includes the
sources of variability and key events. We have developed
multiple techniques to score the Ethical Difficulty and Ethical
Capability statically for each use case instance and each AWS
under test. Their contributions to the final ARL score are known
before executing a simulation trial, and their values won’t
change inter-trial in simulation. As depicted in Figure 4, the
specifications of the AWS can be decomposed into various
lifecycle artifacts such as Capabilities, Design, or TVV (Testing,
Verification and Validation) which support our quantification of
Ethical Capability. The above static assessments contrasts to the
Ethical Activity, which is scored dynamically based on the
behavior of an AWS in simulation and may realize different
scores for different scenarios. It is important to note that the
Ethical Difficulty of the use case is scored statically, but through
the Generative Scenario Environment (GSE) we are able to
generate numerous permutations of each use case, in each of
which the Ethical Activity of the AWS will be assessed. The
simulation environment provides raw observables constituting
classes of Target Sensing, Context Reasoning, and Engagement
Reasoning [23] through “test ports”. These raw observables, as
well as aggregations of observables serve as evidence to the
Assurance Cases [24,25] that constitute the lower levels of the
EKG detailed in Figure 2.
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Figure 3: The UAV AWS encounters an enemy convoy within its sensory range that is located between a hospital, an apartment
building and a stationary taxi (From [1]).
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Figure 4: ARL Evaluation Process

VII. SUMMARY AND CONCLUSIONS

In order to ensure safety, legal, and normative ethical
compliance with the emerging technology of autonomous
weapons systems, new methods must be used to characterize
their performance in the battlespace. Towards the end, this
paper describes an approach based on an ethical knowledge
graph encoding of the Laws of War and the Rules of
Engagement used to develop Autonomous Readiness Levels
that incorporate the legal and normative ethics components of
an AWS use in context. This can lead to assurance that when
deployed these systems will not only provide the ability to
effectively execute a mission, but to do so within the bounds of
International Humanitarian Law and broader ethical desiderata.
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